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Background

When conducting a Decision Analysis, an analyst uses von Neumann-Morgenstern utility theory 
to help a decision maker (DM) choose her best alternative based on her information and preferences. 
Assuming the analyst has already framed the problem, formed a set of alternatives, assessed all 
uncertainties, and captured time preferences in the form of a discount rate, each alternative can be 
represented as a distribution of possible NPVs, such as in the following simple example:

The DM will choose different alternatives based on her risk preferences. In the example above, a 
large corporation might choose to invest, since the expected value of investing is positive and there’s 
more upside chance than downside risk. However, a graduate student faced with the same alternatives 
would likely not invest, because they cannot risk a 30% chance of losing millions of dollars. 

These risk preferences can be captured by a utility function. If we know the DM’s utility function,

we can simply select the alternative by: 
max

a
∑

x

p ( x|a )∗u (x)
. However, the DM may not know her 

utility function, or be unaware of the entire concept of a utility function and utility theory.

In practice, analysts typically ignore risk preference, and assume that the DM is risk neutral 

(Corner & Corner 1995, Howard 1988). In this case, u ( x )=x , and the best alternative is the one with 

the highest expected value. When risk preference is treated, analysts typically use the exponential utility 

function u ( x )=−e
−x
ρ , where ρ  is the DMs risk tolerance. This utility function has many 

properties that make it favorable to work with. In economics applications, the power utility function is 
typically used, such as in the DICE model (Nordhaus 2014). This takes two forms depending on the DM’s 
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risk tolerance: u ( x)={sign( a−1
a )x

a−1
a if a≠1

lnx if a=1
. The theoretically correct utility function is the linear-

exponential utility function proposed by Bell (1988), with the form u ( x )=bx−e
−x
c . 

Problem Description and Previous Handling

In the field, an analyst must decide how to handle the DM’s risk preferences. We would like to 
know if we can decide, in general, when it is okay to use an approximation for a utility function, such as 
expected value or exponential, and when a full elicitation of a utility function such as the linear-
exponential is necessary.

In his 2004 paper, Kirkwood attempted to address this problem through simulations. He looked 
across beta distributions with positive α and β coefficients, five point discrete distributions generated 
from the betas, gamma distributions, two point discrete distributions, and continuous decision variable 
problems. He looked across four different ranges for expected values and standard deviations, four 
different risk tolerances, and three different linear-exponential parameterizations per risk tolerance. His 
general procedure was to generate two distributions from the same family, expected value range, and 
standard deviation range, determine which would be selected by each utility function, see if the 
decisions matched, and if not, to calculate the certain equivalent error. He concluded that an analyst 

should determine the values of ρ  that would change the decision for the exponential utility function,

and if that value seemed plausible, to assess the DM’s risk tolerance and use exponential. He says that in 
situations with “equal or greater downside risk than upside potential, then consider assessing the 
decision maker’s utility function.” 

My Approach

There are some problems with Kirkwood’s methodology and results. First, there’s almost never a 
situation in which a DM has exactly two decisions. Even in an invest/don’t invest problem, there’s almost 
always at least some timing or optionality involved. In order to evaluate the accuracy of a utility function 
approximation, we need to look more generally at the error in certain equivalent due to using an 
approximate form. This will ensure our solution is within some error tolerance. As there is always some 
modeling error, I look at an error tolerance of 5%. 

Second, his final conclusion is extremely vague. We would like to investigate the question of 
when a DM needs to go from an exponential utility function to a linear-exponential utility function more 
generally, and more rigorously.

For this project, I generate 100 skewness/kurtosis pairs in the Pearson system representing Beta 
distributions with α and β parameters greater than 1. I select pairs in the entire region, as opposed to 
Kirkwood, who looked only in a small subset. For each of these pairs, I look at 30 possible means, and 30 
possible standard deviations. I also look at 7 different risk tolerance levels. For each distribution and each
risk tolerance level, I find the certain equivalent for each utility function. Then I see where we’re within 
5% of the certain equivalent for the linear exponential, the “true” utility function. As calculating the 



certain equivalent for a linear exponential utility function requires an optimization, this means I need to 
execute 630,000 optimization problems, among other calculations. 

Results

To visualize the results, I “integrate” over the 100 different skewness/kurtosis values, to produce 
a 30x30 plot of the different means and variances. I create a heatmap showing where the approximation 
is within the error tolerance, and where it is not.

           

Here I present two graphs that give us some insights that hold more generally. In the first graph, 
we can see that, for the expected value linear function, the acceptable logarithm of the standard 
deviation grows linearly with the mean of the distribution. There’s a clear boundary where expected 
value CEs lie within a 5% of the linear exponential CE, and where they don’t.

In the second graph, we can see that there’s a wave like shape, with a horizontal line for higher 
values of the mean. This shape shows up for all risk tolerances. Essentially, for means less than around 
1.5, the exponential utility function is going to have a CE within 5% of the linear exponential CE 
regardless of the standard deviation (note that the dark blue region on the upper left is infeasible). For 
higher means, we get an absolute limit. If the standard deviation is less than or equal to the risk 
tolerance, than exponential utility functions work. Otherwise, they don’t.

Next Steps

This is only a small snapshot into this work. There are a lot of other components being studied. 
One simple next step here would be to extend these graphs, and see what happens as the mean 
continues to increase (although in real situations it would be very unlikely to encounter deals that have 
means three times the DM’s current wealth). Another step would be to derive the linear relationship 
between the logarithm of the standard deviation and the mean relative to the risk tolerance that allows 
us to use expected value utility. Another would be to prove these results analytically.
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