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Introduction

Machine learning methods largely benefit from optimization techniques in order to find an 
optimal model for predictions and decisions. The purpose of this project is to study the algorithm 
of Support Vector Machines (SVM) and explore the use of SVM for text categorization. 
Text categorization is the task of deciding whether a piece of text belongs to any of a set of pre-
specified categories. With the rapid growth of online information, text categorization has become 
one of the key techniques for handling and organizing text data. Our goal is to analyze and 
predict the categories of news stories. By using the information of categories, it may allow 
service providers, such as news websites, blogs, or even e-commerce companies, to create 
recommend items or services that attracts users and to improve user experience.
Data Set
The dataset is a collection of Reuters's newswire articles. It contains 22 sgml files, which include 
21,578 articles with pre-labeled topics. There are 82 types of labels in this data set. Each 
document starts with tag <REUTERS TOPICS> and ends with tag </REUTERS>. Associated 
labels are specified by tag <TOPICS>. If there is a topic exists in the article, it will be delimited 
by tag <D>. Articles are specified by tag <BODY>, which is the corpus to be trained. Part of the 
raw data is showed in appendix1.

Methodology

The process of developing the prediction model underwent many phases. These steps can be 
broadly categorized into fulfilling the project’s data requirements and the classifier training.
Fulfilling Data Requirements
To parse and extract needed data, we create a parser to handle tags. Without storing all of the 
data and return them all at once, the parser is a generator and will yield a single document at a 
time. (The generator function results ten times faster then not using generator, and it saves a lot 
of memories as well.) Since the data will be chunked on parsing, it is necessary to keep internal 
state when tags have been "entered" and "exited''. We subclass Python's built in HTMLParser 
class by overriding handle_starttag, handle_endtag, handle_data methods and adding reset and 
parse method. These would enable the parser to detect tags one line by one line and extract 
desired data after finishing parsing through an article.
After the parsing, removing geographic labels, selecting primary topic labels, and eliminating 
data without content and articles without associated topics, the output data is similar to figure 3, 
each tuple has exactly one label and the article.
The training data required for the prediction model are the labels of documents and the 
frequencies of each word in that document. However, some words are commonly used in nearly 
all the documents. If we calculate the frequency simply based on the number of their appearance, 
the existence of those commonly used words will decrease the accuracy of the classifier 
significantly. Thus, we used term frequency–inverse document frequency method (TFIDF) to 
eliminate the impact of those words.
Classifier Training
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After the data has been processed, we have to split the data set into two subsets: a training set 
and a test set to measure the accuracy of the classifier. By using a built-in function from scikit 
learn module, it allows us to split our data set randomly in a single line. 
Results and Conclusions

The outcome of three trials can be seen in Table1. With setting test size to 15%, the model 
provides about 84% accuracy among 1,706 articles from test set. There are 59 types of labels in 
the test set. We create a confusion matrix (see Figure 1) to help us visualize the result. The 
indices of row and column are the labels which are ordered by alphabets. The index 0 to 58 are 
corresponding to the sorted labels. In the confusion matrix, we can see that there are some 
predictions don’t have any predicted labels. That is because we train our model with 79 labels. 
However, the test set only contains 59 types of labels. These blank rows shows that our model 
predict those articles with other 20 types of labels.

�

Figure 1. Confusion Matrix

Why the result make sense?
In Figure 2, we can observe the distribution of labels. The horizontal axis represents the index of 
labels, which sorted by alphabets and the vertical axis represents the count of label. We can see 
from Figure 2 that the number of label “acq” (index= 0) and label “earn” (index= 18) is 
dominating all other labels. It might cause biased model and make it easier to predict these two 
labels for those relatively small amount of training data in some categories. 

Table 1. 
Prediction results with different test 
Test Size 15% 20% 25%

Accuracy 83.76% 83.60% 83.32%
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Figure 2 Distribution of Labels
After training our model, we take a closer look at the confusion matrix and pick the label whose 
accuracy is less than 0.5. Table 2 shows the true label and predicted label by the model. From the 
table, we can see that 13 out of 14 labels have only one or two articles in the test dataset, which 
suggest fewer articles in the training dataset since we randomly pick 15% articles as test data in 
the whole dataset. The output consists with our previous suggestion that smaller amount of 
training data will cause bias in the prediction model. So, some of the labels are predicted as 
“acq” and “earn”.  The other reason of incorrect prediction we observed is that some labels may 
exist correlation between them. For example, “corn” label is predicted as “grain,” “zinc” label is 
predicted as “lead,” “oilseed” label is predicted as “veg-oil.” 

�
The accuracy of the classifier in three trials are all around 84%. With this high degree of 
accuracy, it shows that SVM are suited for text categorization. The wrong prediction in our 
model infers a problem of selecting training data. However, we may improve the performance of 
the model if we make sure the variety of labels in the training data set.  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Appendix 1 Data Set Example
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Appendix 2 Data Set Example after Parsing and Extracting
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