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Abstract We consider a problem in which we seek to optimally design a Markov
decision process (MDP). That is, subject to resource constraints we first design the
action sets that will be available in each state when we later optimally control the
process. The control policy is subject to additional constraints governing state-action
pair frequencies, and we allow randomized policies. When the design decision is
made, we are uncertain of some of the parameters governing the MDP, but we as-
sume a distribution for these stochastic parameters is known. We focus on transient
MDPs with a finite number of states and actions. We formulate, analyze and solve
a two-stage stochastic integer program that yields an optimal design. A simple ex-
ample threads its way through the paper to illustrate the development. The paper
concludes with a larger application involving optimal design of malaria intervention
strategies in Nigeria.
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1 Introduction

Markov decision processes (MDPs) have seen wide application to time-dynamic
optimization under uncertainty; see, e.g., Puterman (2005). Much less attention has
been paid to optimally designing an MDP, and that is the focus of this paper. We ap-
proach the problem of selecting the actions available when controlling the process
via the MDP, using an integer program, and restrict attention to transient MDPs.
Mathematical programming has played a key role both in understanding and solv-
ing MDPs, almost from their inception (d’Epenoux, 1963; Manne, 1960). The sur-
vey Kallenberg (1994) provides an overview of linear programming approaches to
solving MDPs. Linear programming formulations also play a central role in a recent
class of approaches to approximate dynamic programming in which the value func-
tion in the linear program (LP) is replaced by an approximate (e.g., affine) value
function that effectively reduces dimension (Adelman, 2007; de Farias and Roy,
2003, 2004; Schweitzer and Seidmann, 1985).

In a canonical MDP, the actions chosen to control the process in one state are
not affected by the actions we choose in another state. However, we consider con-
strained MDPs, i.e., variants in which such constraints are present. These can be
approached using Lagrange multipliers (Beutler and Ross, 1985) or via linear pro-
gramming (Altman and Shwartz, 1991; Kallenberg, 1983). We consider constrained
MDPs, primarily using a linear programming approach, but we turn to the La-
grangian approach when we consider a large-scale special case of a single-constraint
MDP. Linear programming formulations can handle, in a natural way, constraints
that involve the frequency with which we take particular actions in each state. These
constraints concern the optimal control, or operation, of the process. On the other
hand, the additional design stage we consider is on top of the MDP control, where
we construct the actions that will be available in each state when operating the MDP.
The design problem is combinatorial, as action-inclusion decisions are “yes-no” in
nature. In addition, we consider resource constraints on these binary design vari-
ables. When selecting the MDP design, we may be uncertain with respect to some
of the MDP’s parameters, but these parameters are realized before we control the
resulting system. We assume these uncertain parameters are governed by a known
probability distribution, and so the resulting integer program used to design the sys-
tem is a stochastic integer program.

The next section introduces our notation, formulates a basic MDP, and reviews
how linear programming can be used to solve an MDP. The basic model is extended
in simple ways in Section 3. Section 4 develops a stochastic integer program to
optimally design an MDP. A simple example of growing complexity illustrates the
ideas developed in these three sections. Section 5 considers a special structure that
allows us to handle problem instances of larger scale, and applies that model to
optimally design malaria intervention strategies in Nigeria.
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2 A Basic Markov Decision Process

We begin by describing a discrete-time transient MDP or, more briefly, a system. At
each time periodt € .7 = {1,2,...}, we observe an individual in a state indexed by
s € %, where || is finite, and we select an action a € Ay, where |A] is also finite.
We collect a one-step reward r; 4, and the individual probabilistically transitions to
state s’ € . via p(s’ | s,a). The initial position of the individual is governed by the
probability mass function wy, s € .7, and we let w = (wy);c.o be the associated |.7|-
vector. Note that the set of available actions, Ay, the one-step reward, 7y ,, and the
one-step transition probabilities, p(s’ | s,a), do not depend on the time index ¢. Our
goal is to maximize the total expected reward, i.e., value, we collect by specifying a
policy © = (8',82,...), where §' € X #A, gives our decision rule in time period
t and 8! € A, denotes the action taken in period ¢ if the individual is in state s.
Let Ps denote the || x || transition matrix with [Ps]; ¢ = p(s' | s,8;), and let
Py = P51 Ps> - - - Ps:. We denote by r5 = (7, 5, ) se. the |.7|-vector of one-step rewards
under decision rule 8. The problem of maximizing the system’s value can then be
formulated as: .
T

n:(rg?§7...)w z;)P;t Faril. (1)

We say that a policy 7 is transient if Y- ( P% is finite, and we call our system
transient if this series is finite for every policy m. A policy, 7, is said to be station-
ary if # = (6,6,...) for some 9, i.e., the action taken in period ¢ depends on the
individual’s state but not ¢. It is well known that a system is transient if and only if
every stationary policy is transient; and, for transient systems, the maximum (opti-
mal) value in model (1) can be achieved by a stationary policy (Blackwell, 1962;
Derman, 1962; Veinott, Jr., 1969).

Let Vi denote the optimal value, given that the individual begins in state s €
<, i.e., the optimal value of model (1) if we were to take w = e;, where ¢; is the
unit vector with a 1 in the s-th component. The optimality principle, i.e., Bellman’s
recursion, states

Vy = max |75, + Z p(s' | s,a)Vy | . (Bellman)
acAy se

Here, the optimal value in state s is equal to the one-step reward from that state plus
the expected optimal value after transitioning, maximized over all actions in state s.
Assuming we have solved the Bellman recursion for all V, s € .%, we can use the
distribution governing the individual’s initial position to form our optimal expected
total reward, w'V = Y. o w,V;, where V = (V;),c..

Following work that began with d’Epenoux (1963) and Manne (1960), we can
rewrite (Bellman) as a system of inequalities, coupled with minimizing Y ;e o wsVs,
which has the effect of pushing each value V; onto the largest of its inequalities over
a € Ay. This allows us to solve the Bellman recursions via the following LP:
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min wiV,
v SEZ'V srs
, (BellmanLP)
s.t. Vi— Z p(s' |s,a)Vy > rsq, s€FL,a€As.
s'es

Provided wy > 0, s € .7, the optimal decision variables in this LP solve the Bellman
recursion, and for any given initial distribution wy > 0, s € ., the optimal value of
this LP is our optimal expected total reward.

The dual of (BellmanLP) will also prove useful. With x, 4, s € ., a € Ay, denot-
ing dual variables associated with the inequality constraints of (BellmanLP), and x
representing the associated vector, we have the dual LP:

max Y Y reaxea
2 ,

s€.S acAy
/
s.t. Z Xga— Z Z p(s|s,a)xy ,=ws, se€
acAy seS acAy
Xs5.q > 0, s€ .Y, ac€A;.

(BellmanLLPD)
The decision variables, x, 4, represent the expected number of times, over the indi-
vidual’s transient lifetime, that he is in state s and we perform action a. The equality
constraint is a type of flow-balance constraint, stipulating that the expected num-
ber of times the individual is in a state must equal the expected number of times
he enters that state, including inflow from the mass function, wy, specifying the
individual’s initial position. Any basic feasible solution to (BellmanLPD) has the
property that for each s € ., we have x; , > 0 for at most one a € A,. This provides
a linear-programming proof that we can solve model (1) using a stationary and non-
randomized policy (Wagner, 1960). (We return to this issue in the context of con-
strained MDPs below.) So, having found an optimal basic solution to (BellmanLPD)
we can extract an optimal stationary policy by the following rule: In state s € .7 if
Y s, Xs.a > O then select the single action a € Ay with x; , > 0, and otherwise select
any action a € A;. Said another way, we can take the (single) basic variable for each
s € . as an indicator specifying the action to take in that state.

The linear programming approach to solving an MDP is often less efficient than
using special-purpose algorithms such as policy iteration (Howard, 1960; Puterman,
2005). That said, it provides several advantages: First, the linear programming ap-
proach most easily handles certain types of constrained MDPs, i.e., MDPs with
constraints that restrict the class of policies that can be employed. Second, the lin-
ear programming approach also handles, in a natural way, the addition of a “design
stage” on top of the MDP. As we have already seen, viewing an MDP as an LP can
provide structural insight. Finally, when using an LP to solve the MDP we can make
use of open-source and commercially-available software. We return to these issues
below but first discuss an example. Throughout the paper, variants of this example
illustrate the models we consider.

Example 1. Suppose an individual moves randomly on the grid network depicted in Figure 1. The

top-left cell (northwest corner) and the bottom-right cell (southeast corner) are special. We seek
to guide the individual to the northwest corner, but he vanishes from the grid if he first reaches the
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southeast corner. The set of grid cells, i.e., nodes in the individual’s spatial network, form . There
are five actions, Ay, available in each cell: do nothing, close a one-way door blocking the north
exit, the south exit, the east exit, or the west exit. If we do nothing, the individual has a % probability
of transitioning to the adjacent cell to the north, south, east, or west in the next time period. If we
close a one-way door blocking one of the cell’s exits, the individual has a % probability of exiting to
each of the remaining three neighboring cells. The doors are one-way since they block movement
out of, but not into, the cell. The special cells are different: If the individual reaches the northwest
corner, or the southeast corner he departs the grid in the next time step, regardless of the action we
take. In the former case we receive a unit reward. The one-step reward for the latter case, along
with that of all other cells, is 0. As a result, the goal is to maximize the probability the individual
reaches the northwest corner prior to reaching the southeast corner and vanishing. Equivalently,
the goal can viewed as “protecting” the southeast corner, i.e., as minimizing the probability the
individual is allowed to transit into that cell.

This stylized example is motivated by applications in nuclear smuggler interdiction. In a full
fledged application, the cells of the grid are nodes in an arbitrary network, with each node repre-
senting a physical location and an edge between nodes representing a path the smuggler could take
between locations. The individual moving probabilistically through the network models a nuclear
smuggler’s movements through the locations. The MDP optimizers, the defense force, have certain
actions available, such as placing nuclear detectors, that limit the smuggler’s transition probabil-
ity from one place to another. Then, the goal of the optimization is to place nuclear detectors in
such a way so as to protect the major cities of the defense force.

We assume that the individual begins in the southwest corner, i.e., the associated wy is 1. The
grid is a taurus, i.e., it wraps around on the east-west and north-south “borders” in the figure.
Figure 1 shows an optimal policy, which seals off the southeast corner. Even though we have the
option to close a door in each cell, we only do so in the four cells required to block transit to that
corner. The relative sizes of the circles in the figure indicate Y 44 X q, i.€., the expected number of
times the individual is in that cell. O

Note that the system of Example 1 is transient. That is, for every stationary pol-
icy, the individual eventually reaches either the northwest or southeast corner and
then exits the system with probability one. Note that it is impossible to “box in”
the individual, and while we can seal off transition to the northwest corner or the
southeast corner, it is impossible to do both. Even in modifications of the prob-
lem formulation in which we fail to formally satisfy the transient condition, any
policy that obtains positive reward results in the individual exiting the system with
probability one. (For related notions of so-called proper and improper policies, see
Bertsekas and Tsitsiklis, 1991 and Eaton and Zadeh, 1962.)

Example 2. Here, we modify the model of Example 1 by reducing each of the positive transition
probabilities with the multiplicative factor (1 — 1), for 0 < A < 1. Thus the individual vanishes from
a (standard) cell with probability A, and this creates “time pressure” for us to guide the individual
to the northwest corner. Our goal, as before, is to maximize the probability the individual reaches
the northwest cell before he vanishes. The solution to this example is displayed in Figure 2. Here,
we close many more doors to guide the individual towards the northwest corner as quickly as
possible. O

In the next section, we show how the multiplicative factor in Example 2 can instead
be interpreted as a discount factor. The next section also formulates a constrained
MDP that induces “time pressure” as in Example 2, albeit for a different reason.
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Fig. 1: An optimal solution to the MDP from Example 1. The individual starts at the dark plus sign
in the southwest corner. We wish to maximize the probability the individual reaches the northwest
corner, before reaching the southeast corner. The grid is a taurus, so going north from the top row
leads to the bottom row, and going west from the left column leads to the right column, etc. The
one-way doors we close are indicated, with their darker sides facing the cell from which they block
movement. The relative sizes of the circles indicate the expected number of times the individual
is in each cell. In this example, we simply block transit to the southeast corner and wait for the
individual to eventually be absorbed in the northwest corner. The expected number of steps until
the individual exits the system is 13.25.

Fig. 2: An optimal solution to the MDP from Example 2. Refer to Figure 1 for a description of
the graph notation. There is a small probability that the individual disappears from the grid at each
step. This adds time pressure and so we are more aggressive in closing doors to guide the individual
to the northwest corner more quickly. Compare this with the results of Figure 1. (Note this solution
also solves the model of Example 1.) The expected number of steps until leaving the system is
8.00, and the probability the individual reaches the northwest corner can be made arbitrarily close
to 1 as A shrinks to zero.
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3 Simple Modeling Extensions

We label the modeling extensions we consider in this section as being simple for two
reasons. First, from a computational perspective they do not significantly alter the
difficulty of the associated MDP that we seek to solve. Second, the model extensions
we consider here are (now) “simple” in the sense that they are well-understood,
having been explored in the literature. Our motive for presenting them here is that
they will prove useful in understanding the scope of MDPs that we can optimally
design using the ideas of the subsequent section.

3.1 Random Replication and Branching MDPs

In some settings, we need to model richer population dynamics than that described
in Section 2, where a single individual moves from state to state and eventually
exits the system. As an example, we consider an extension that allows for random
replication. Specifically, given that an individual is in state s and we take action q,
that individual has probability B , of replicating, i.e., of producing another individ-
ual who then evolves in expectation in a manner identical to that of his progenitor.
(Except for the act of replicating, individuals in the system do not interact.) We can
capture this by altering the standard Bellman recursion to account for such replica-
tion as follows:

Vszngx reat Y, p(s'|s,a)Vy+Bsa Y, p(s'|s,a)Vy|.  (R-Bellman)
ashis ses ses

The (R-Bellman) recursion captures the fact that with probability S , the individual
creates a replicate who then garners the same expected reward as his progenitor for
the remainder of the process.

Here, the potential replication happens after we collect the one-step reward for
performing action a, but we could instead have replication occur before collecting
the reward. The replication need not be created in the same state, either. For exam-
ple, if we would like to replicate from an individual in state s and create the copy in
state s” with probability B 5, we can simply add f3 ,Vy to the expression for V.

The (R-Bellman) recursion directly translates into an LP in the same way as the
original Bellman recursion. Specifically, we replace the constraint of (BellmanLP)
with

Vi — Z p(s' | s,a) (14 Bsa)Vy > ryay, SES,a€A;s.
ses
Note that the resulting model with replication is exactly of the form of our original
model with p(s’ | 5,a) replaced by p(s’ | s,a)(1+ Bsq)-

Our development here can be generalized so that an individual can generate mul-
tiple offspring in one step. In Section 2, we defined p(s’ | s,a) as the probability
that the individual transits to state s’ given that he is in s and we take action a. We
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can replace this with the following dynamics: An individual in state s and subjected
to action a generates a finite, nonnegative, number of individuals in the next time
period. And, p(s’ | s,a), called the transition rate, is the expected number of indi-
viduals that transit to state s. Further, the system can begin with more than a single
individual. Instead a finite number of individuals can appear in the system, and wy
is redefined as being the expected number of individuals that are initially in state
s. Such MDPs are known as branching MDPs. The notions of a transient policy
and transient system are unchanged in that they hinge on convergence of Y7 , P..
Similarly, stationary policies achieve maximum system value. Such policies can be
achieved by solving (BellmanLPD) and employing the rules outlined in Section 2.
Branching MDPs have a long history in dynamic programming, going back to the
original work of Bellman (1957).

3.2 Nontransient Stochastic Processes

For the special case we considered in Section 2, in which the population consists
of (at most) one individual, and Yy o p(s' | 5,a) < 1 for each s € . ,a € Ay, the
system is termed substochastic. A system is termed stochastic if instead Yy o p(s’ |
s,a) =1 for each s € .7 a € A;. In the latter case, the population always consists of
exactly one individual, and hence, the system is not transient in the sense described
above. An ergodic Markov chain is an example of such a process. (In Examples 1
and 2, this would correspond to an individual who wanders the grid forever.) In this
setting, alternative measures of total system reward must be introduced to ensure
the system’s value is finite. Perhaps the simplest approach here is to introduce a
discount factor 0 < p < 1 and modify model (1) so that we maximize the expected
present value of reward:

oo

T '
max w Plrsiit. 2
T=(5.62..) Z(,)P let+l (2

A system was previously (under p = 1) termed transient provided };> ;, P& converged
for every policy 7, and we can see here that if we require the same property of
¥y o p'PL, the development of Section 2 again carries over. Viewed another way, we
can think of replacing a stochastic transition matrix Ps by the substochastic matrix
pPs, which has the effect of putting us in the transient setting.

From a modeling perspective, we usually think of p as discounting future rewards
due to the decreased value of receiving income in future time periods. However,
mathematically we see that p can also be viewed as “discounting” the transition
probabilities. We used this idea in Example 2, increasing the probability the indi-
vidual vanishes from the grid at each step by using a discount factor of p =1 — A.
We now see this is equivalent to discounting the unit reward we obtain when the in-
dividual reaches the northwest corner. Under either interpretation, we have created
time pressure to guide the individual to the northwest corner more quickly.
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3.3 Constrained MDPs

Our original MDP, i.e., model (1), does not constrain the policy 7 = (617527 o)
beyond requiring the action taken in each state in each time period, 6!, come from
the set A;. This can be extended to a setting where limited resources are allocated
in order to take actions, and hence, actions taken in one state and in one time period
constrain those available in other states and time periods. That is, we restrict the
class of available policies by requiring 7 € IT for some constraint set I1, which
requires, e.g., that we obey a budget constraint.

Before developing this in more detail, we turn to the notion of randomized poli-
cies, relaxing our notion of a decision rule from the beginning of Section 2. Let
0;, = P(8f = a), a € A,. That is, given that we are in state s in period 7, &, is
the probability we choose action a € A;. We say this relaxes the space of feasible
policies because as stated, model (1) requires that we deterministically choose one
action in each time period in each state, i.e., it requires that the policy be nonrandom-
ized. Now, for a fixed state s, we allow &/ , to be positive for more than one a € As.
All we require is that for all time periods  and states s, we have ¥, 4,0, =1,
stipulating that we have a randomized choice of action in each state s.

Even when we allow for randomized policies, model (1) can be solved by a non-
randomized stationary policy, i.e., one in which for each s € ., all but one of the
probabilities (Sé.a, a € A, takes value zero, and these are the same for all time pe-
riods t. We poihted to this fact in Section 2, following the dual LP (BellmanL.PD),
where we indicated that an optimal basic solution to the dual LP has at most one
X4 positive for each Ay. In the solutions of Examples 1 and 2 using nonrandomized
stationary policies means that in each cell we either do nothing or close one of the
four exits, with probability one.

We extend our earlier notation and let Ps: denote the |.7| x |.#| transition ma-
trix with [Ps]; ¢ = Yaea, 6, P(s' | 5,a). We similarly extend the reward vector rg
to denote the expected reward under a randomized decision rule. In introducing a
budget constraint, we let ¢, be the cost of performing action a in state s and let
cs be the |.7|-vector of expected one-step costs under randomized decision rule
0" = (8 ,)sc.# aca,- With b denoting the available budget, and under this set of
extended notation and allowing randomized policies, we formulate the following
budget-constrained MDP:

max w' Y PLrsia
n=(81,82,...) =0 3)
S.t. WT Z P;.c C5t+1 S b
t=0

We cannot solve (3) by simply solving the recursion (Bellman), which optimizes
over a € Ag, separately for each s, because this ignores the fact that the policy is
now constrained by
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nell = {n:(61,52,...) >0:w' Y Pregn <b, Y 8,=1, Vt,s}.
t=0

acAy

It is important to recognize that the additional budget constraint is with respect to
the expected cost we incur over the individual’s transient lifetime.

As an alternative to the budget constraint in (3), we can scale the budget b by the
expected lifetime of the individual, i.e., we formulate:

max w' Y Phrgo
7=(81,82,...) =
o o 4
st. w' Y Pregn <bw' Y Pre,
=0 t=0
where e = (1,1,...,1)". The constraint in (4) captures the situation in which b is

earned in each time period of the individual’s transient lifetime, and that, in expecta-
tion, the costs incurred by carrying out actions a must be covered by these earnings.

By augmenting the dual LP (BellmanLLPD) with one of the following budget
constraints, we can solve the respective models (3) and (4):

Z Z Cs,aXs,a <b (5a)

sES acAy
Z Z Cs,aXs,a <b Z Z Xs,a- (5b)
se€. acA; s€. acAy

Optimal solutions to models (3) and (4) can be achieved by randomized stationary
policies. Suppose we have solved the augmented dual LP (BellmanLPD) and ob-
tained solution x = (x;4). Then, we can extract such an optimal policy as follows. If
Y uca, Xs,a > 0 then we take action a € A; in state s according to:

Xs,a

= 7
ZaEAS Xs,a

63' a = P(as = a) (6)

and the action we take is arbitrary if }.,c4 X5, = 0. Restated, if the individual is
expected to visit state s then we take action a with the probability specified in (6)
and, of course, if the individual does not visit state s then the action we take is
irrelevant. Here, if we have an optimal basic solution and only one budget constraint,
then there will be at most one state s € . that has &, > 0 for multiple actions,
and this probability will be positive for (at most) two actions. More generally, if
we append m resource constraints then the policy will be randomized in at most m
states. (See, e.g., the discussion in Feinberg and Shwartz, 1995 and Ross, 1989.)
Intuitively, randomized policies arise because any stationary policy typically either
under- or over-utilizes the budget, but randomization enables full consumption of
the budget.

Example 3. We consider an instance of the budget-constrained model (3), similar to that in Exam-

ple 1, albeit with a modified grid and initial position for the individual, as indicated in Figure 3.
As in Example 1, the individual is equally likely to transit to any of the four neighboring cells if
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we choose the “do nothing” action in that state. If we close a one-way door, the individual cannot
transit to the corresponding neighbor cell, and is equally likely to move to each of the remaining
three neighboring cells in the next time period. As before, the goal is to maximize the probability
the individual reaches the northwest cell before reaching the southeast cell and vanishing. Closing
a one-way door costs cg, = 0.2, except for the doors that directly block transit to the southeast
corner. Those four one-way doors are considerably more expensive to close, with ¢; , = 2. The “do
nothing” action has zero cost, and the available budget is b = 1. We solve this model instance using
the dual LP (BellmanLPD), augmented with budget constraint (5a), and the solution is displayed
in Figure 3. Due to the budget constraint, it is no longer possible to simply block-off transit to
the southeast corner, and the relative sizes of the squares in the northwest and southeast corners
indicate the probabilities of the individual first reaching these respective cells (0.72 and 0.28).
The solution is randomized in only one cell, near the southeast corner, where we close a one-way
door blocking transit to the south with probability 0.44. We incur a cost each time the individual is
blocked by a door, and we must stay within budget b. This induces a time pressure for the individual
to vanish, and of course the objective is to maximize the probability he does so via the northwest
corner. 0

Example 4. We now modify Example 3 only in that we consider the budget constraint of model (4)
instead of that of model (3). So, we solve the instance using the dual LP (BellmanLPD), augmented
with budget constraint (5b). Figure 4 displays the solution. O

Examples 3 and 4 maximize the probability the individual reaches the northwest
corner (or, equivalently minimizes the probability he reaches the southeast corner)
subject to a budget constraint. In Example 3, for instance, we could exchange the
role of the constraint and the objective, and instead formulate:

=

min w' ZP;T Coi+l
n=(81,82,...) =0 %
st. w' Y Prrsa > a.
t=0

In (7), we require the policy achieve a prespecified probability, ¢, that the individual
reaches the northwest corner prior to vanishing, and we seek a policy that does
so at minimum expected cost. This model contains what is known in stochastic
programming as a chance-constraint (Prékopa, 1995), and in our current setting can
be solved, e.g., using the appropriate variant of the dual LP (BellmanLPD).

4 Optimally Designing an MDP

So far, our discussion has centered on selecting a policy that optimally controls
a system. The system dynamics are such that we observe the system’s state and
then take an action, possibly subject to budget constraints, which restrict the control
policies we can choose. We now consider a one-time system “design” decision in
which we seek to (optimally) form the set of actions that we will have available
when we later solve the “operations” problem of optimally controlling the system
via the MDP model. The design problem is a combinatorial optimization problem
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Fig. 3: The figure shows an instance of the budget-constrained model (3) and its solution. The cost
of closing a door blocking transit to the southeast corner is very high. Thus, unlike in Figure 1, an
optimal policy cannot simply block-off transit to that cell. The relative sizes of the black square in
the southeast corner and the white square in the northwest corner, indicate the relative probabilities
of the individual first reaching those cells. The solution consumes all of the available budget by
randomizing the policy used in a cell near the southeast corner. There, a door is closed blocking
transit to the south with probability 0.44 and otherwise we choose the “do nothing” action with
probability 0.56. The total expected time for the individual in the system is 31.49 time periods.

Fig. 4: The figure shows an instance of the budget-constrained model (4) and its solution. The
model instance is identical to that in Figure 3 except that now the available budget scales with the
expected time the individual spends in the system before vanishing. The optimal policy shown in
the figure leads to an expected time in the system of 46.05 periods. Compare this with the expected
time in Figure 3. The longer expected time in the system effectively increases the budget, and
thus we are able to completely block-off transit to the southeast corner. In this solution, we have a
randomized policy in a cell blocking transit to the east near the northeast corner.
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that constructs the sets Ay, s € ., subject to resource constraints, where the objec-
tive function is the optimal value of the MDP we design. We begin with an integer
programming formulation of this problem, and discuss solution methods. Then, we
show that this formulation can also capture the situation where we face a budget-
constrained MDP, but restrict attention to the class of stationary nonrandomized
policies. Finally, we consider the problem of optimally designing an MDP, when
the parameters governing the MDP are random. These parameters are known only
through a probability distribution at the time when we design the MDP, but are re-
alized prior to selecting the MDP’s control policy.

4.1 An Integer Programming Formulation

With A = (Ag)se. and with o7 denoting the set of all feasible action-set choices, we
can extend the budget-constrained MDP (3) to include a design stage as follows:

max max 1’1/—r Z P7IE Isi+1
Aed 1=(81,62,...) =0

S.t. WTZP;ECEH'I S b
Y s.,=l1eTses

acAg
8,>0te T, s€Sa€el
Sfa =0,1€ T,s€ .S, a¢A.

In the final three constraints of (8) we have made explicit the dependence of the
MDP control policy on the design decision A = (Ay)sec.-

We seek to reformulate (8), for a class of action-set restrictions .27, in a compu-
tationally tractable manner, and we do so using a mixed-integer program (MIP). We
redefine A, to index all candidate actions in state s € .. A binary variable z, is
used to indicate whether (z,, = 1) or not (z;, = 0) we will have access to action
a in state s when controlling the system in the MDP. The following formulation
represents model (8) when the set of action sets we can form are subject to multi-
ple knapsack-style constraints defined by resource levels &', i € I, and action-design
costs, ¢l ,, s € Sac Ay i€l

max h(z) (9a)
Z
st. Y Y dza<blicl (9b)
sE€ES acAy
zsa € {0,1},5 € S, a € Ay, (9¢)

where
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h(z)=max Y Y reaxea (10a)
* s€S acAy
s.t. Z Xsa— Z Z p(s| s a)xy ,=wss€.S (10b)
acA; seS acAy
Z Z Cs,aXs,a S b (10C)
s€.S acAy
Xsq > 0,5 € .S a €A (10d)
Xs,a < Ms,azs,ms S y,a € Ay, (10e)

and where the My ,, s € .7, a € A, are sufficiently large. The objective function of
(9a), given as the optimal value in (10), is an MDP parameterized by the design
decisions z. Binary constraints (9c) are yes-no restrictions on including action a for
state s, and constraints (9b) require the designed action sets to satisfy our resource
constraints. The MDP given by (10a)-(10d) captures the budget-constrained MDP
(3), as discussed in Section 3.3. Constraints (10e) disallow use of action a in state s
when z; , = 0, and when z, , = 1, M, , being sufficiently large means that these con-
straints are vacuous. One way to find such values of M; , is to solve auxiliary MDPs
with z; , = 1 for all s and a that maximize },c4, X5,4 for each s or maximize x;, for
each s and a. (Of course, tighter values of M, , can be found.) We can solve model
(9) by forming a single optimization model in which we simultaneously optimize
over z and x, i.e.,

max Z Z Ts.aXs,a

X s€S acAy

s.t. (9b)-(9c) and (10b)-(10e).

With Z denoting the constraint set defined by (9b)-(9¢), note that h(z) is concave
over the convex hull of Z, at least when we view 4 as an extended real-valued func-
tion that takes value h(z) = —eo if the LP (10) is infeasible for a specific z € Z.
This permits solving (9) by Benders’ decomposition (Benders, 1962; Van Slyke and
Wets, 1969), in which we iteratively solve a master program to select the value of z
and solve the MDP (10) for that z, building up in the master program a combination
of optimality cuts that form an outer-linearization of 4(z) and feasibility cuts that
eliminate choices of z € Z that lead to an infeasible MDP. Such an approach has
the advantage that we need not solve the MDP (10) by linear programming but can
instead use more computationally efficient methods such as policy iteration applied
to the budget-constrained MDP.

It is worth noting that the design problem presented in this section can be solved
using standard MDP techniques by increasing the state space of the MDP by a mul-
tiplicative factor exponential in the length of the decision variable z. To do this, we
could introduce an initial virtual state where the available actions are all possible
settings of the decision variable z. A particular setting of z then forces MDP to tran-
sition with probability 1 to a set of states specific to that setting of z, where only
the actions allowed in z are available. Our formulation, in essence, removes this
exponential blowup in the state space.
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4.2 A Nonrandomized Stationary Policy

Consider the variant of the budget-constrained MDP (3) in which we require & =
(8,0,...), i.e., a stationary policy. So, we consider the following model:

T t
max w Prrgi
7=(8.5,...) g

- 11
S.t. W-r ZP;CEHI S b ( )

=0
o€ XA‘G(VAS?

and we disallow randomized policies, as indicated by the final constraint in (11).
Even though this model does not involve design, per se, we can solve it with a
specialization of the integer programming model developed in the previous section.
Specifically, we can use:

max Is.aX

s ¥ Y o

7 s€S achy

s.t. Zzw:l,sey
acAg

(9¢) and (10b)-(10e),

where we have specialized constraints (9b) to Y ,c4, 25,0 = 1,5 € .. This requires
us to select exactly one of the actions in each state, i.e., we require a nonrandomized
strategy. For such a binary solution z, there are only |.#| variables x,, that can
be nonzero by the forcing constraints (10e), and the values of these variables, x =
x(z), are fully specified by the || x || system of equations (10b). Constraint
(10c) forbids selection of nonrandomized strategies via z that lead to an x(z), which
violates the resource constraint.

4.3 Designing an MDP under Stochastic Parameters

The parameters of the budget-constrained MDP (3) are p(s | s,a), 54, Ws, Csas
for s € .¥,a € Ay and b. Here, we model the situation in which these parameters
are known only through a probability distribution at the time we must select the
action-set design decisions z = (z;,4). We denote by & the vector of all the random
MDP parameters, and we also include in & one additional random parameter, s 4,
s € 7, a € A;. Parameter I 4 is an indicator random variable. If we include action a
in state s as part of our design decision, and I, takes value one then we will have
access to that action when selecting our control policy for the system. However,
when I, , takes value zero we will not have access to that action, even if it has been
selected via z, , = 1. This models exogenous factors disallowing a particular action.
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With these constructs we formulate the following two-stage stochastic integer
program in which the MDP models our recourse:

max B¢ h(z,§)
Z

12
s.t. (9b)-(9¢), (12)

where

h(Z,é) :mle Z Z Ts,aXs,a (13a)

s€S ach;
s.t. (10b)-(10d) (13b)
Xsa < Is,aM; 425,40, € S ,a € As. (13¢)

We emphasize the timing of decisions and realizations of uncertainty in model (12).
When we select z, the random vector & = (p(s | ',a), 7.4, W, C5.0,0,L54) is known
only through its probability distribution. Then, we realize & = & (w) for some sam-
ple point @ € £, and knowing this we select the optimal control policy for the
corresponding MDP. This control policy depends on the realization of the MDP’s
parameters and of course, the system design z.

Example 5. Consider the following example of model (12), built on a variant of Example 3, in
which only the individual’s initial position, w = (wy), is stochastic. In order to close a one-way door
when controlling the individual’s movement in the MDP (using Xy ,), we must have installed that
door in the design stage (using zs 4). In the design stage, we have a knapsack constraint on the z, 4.
In particular, we are cardinality constrained and can install 6 doors. After the design stage, there
are three equally-likely scenarios, with the individual beginning in one of the cells indicated by
the plus signs in Figure 5. While solving the MDP for a particular scenario, the budget constraint
for closing installed doors is identical to that in Example 3. The solution is shown in Figure 5. An
interesting feature of the optimal solution is the door installed in the northeast corner. The door is
used with probability 0.25, 0.18, and 0.87 in the randomized control policies in the first, second,
and third scenarios, respectively. The individual exists at the northwest cell with probability 0.692
over all scenarios.

It also interesting that this example, with three equally likely scenarios, is different, and has a
different optimal solution, than the case where there is one scenario with the individual starting
with probability 1/3 in each of the three respective cells. Consider model (12). If & is simply
w = (wy), as in this example, then h(z,§) is concave in &. Thus, we have E¢ h(z,§) < h(z,EE).
The three-scenario case is a maximization over z of the left-hand side of the inequality. The one-
scenario case is a maximization over z of the right-hand side of the inequality. Thus, based on the
inequality, we know that the objective function value of the one-scenario case should be at least
as large as the objective function value in the three-scenario case. In our instances, in the one-
scenario case, the individual arrives at the northwest cell with probability 0.696. The solution of
the one-scenario case is shown in Figure 6. O

5 A Special Case with Application

Consider the special case of the MDP where the actions do not affect the transition
probabilities. In other words, p(s’ | s,a) = p(s' | s,a’) for all a and d’ in A, and we
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Fig. 5: An optimal solution to the three-scenario design problem from Example 5. In the design
stage we are allowed to install 6 doors. After the design stage, there are three equally-likely sce-
narios, with the individual starting in one of the three cells indicated by crosses in the figure. Each
scenario has a budget constraint on closing doors that is identical to the constraint in Example 3.
In the optimal solution, we install a door in the northeast corner that is only used with probability
0.25, 0.18, and 0.87 in the first, second, and third scenarios, respectively. The individual is guided
to the northwest corner with probability 0.692 (over all scenarios).
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Fig. 6: An optimal solution to the one-scenario design problem from Example 5. In the design
stage we are allowed to install 6 doors. After the design stage, there is one scenario, with the
individual starting uniformly randomly in one of the three cells indicated by crosses in the figure.
The scenario has a budget constraint on closing doors that is identical to that in Example 3. In the
optimal solution, we install a door in the southeast that is only used with probability 0.74. The
individual is guided to the northwest corner with probability 0.696. As expected, this is greater
than the probability of exiting from the northwest corner in the three-scenario case presented in
Figure 5.
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will denote this transition probability by simply p(s’ | s). The rewards and costs, on
the other hand, can still depend on the actions.
Consider the equalities in (BellmanLPD),

me— Z Z p(s|s a)xy,=ws, s€.7.

acAs s'eS acAy

In our special case, defining e; = Y ,c4 Xs,q, We can rewrite the equalities as
/
sz,a_ Z p(s\s) Z Xs'.a = Ws, ses
acAg ses acAy
/!
€5 — Z p(s|s)es/ = Wy, SEy,
ses

which gives us a linear system in the |.¥|-vector e.
Solving the linear system for e, we can then reformulate (BellmanLPD) as

max Z Z ¥s.a€sYs.a

Y s€. acAy

s.t. Z Vsa=1, seS (SpecBellmanLLPD)
acA;
Vsa > 0, s€ .S a€ Ay,

where y;, can be interpreted as the probability we perform action a given that the
individual is in state s. In other words, this reformulation solves directly for the
randomized policy 0y 4, instead of using extraction rule (6). The budget constraints
for this special-case MDP can be reformulated in a similar way. For example, to
capture the specialized budget constraint (5a) we add

Z Z Cs,a€s)Ys.a <b. (14)

s€.S acAy

We can follow the steps described in Section 4 to perform optimal design in the
special case. When performing MDP design as in (12), the special case reformula-
tion only affects the recourse function %(z, & ). When using decision variables y; 4 to
reformulate the linear program (13) which defines h(z,§), we may take M, = 1.
Again, there will be computational advantages to finding tighter values of M; , but
because the y; , variables denote probabilities, the unit bound suffices. The special
case reformulation gives us several additional advantages in evaluating the recourse
function, and we now discuss these in turn.

5.1 Nonlinear Dependencies

The first advantage of (SpecBellmanLPD) over (BellmanLPD) is that we can easily
capture nonlinear dependencies between the rewards, or costs, and the expected
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number of times the individual is in a state. In (BellmanLPD), the decision variables
are x; 4, representing the expected number of times we perform action a in state s.
The objective function of (BellmanLLPD) depends linearly on the expected number
of visits to a particular state. For example, if we lose a dollar when the state is visited
once, we lose twelve dollars when the state is visited twelve times.

On the other hand, in (SpecBellmanLPD), the decision variables are the y; , and
the r, e, are constants. The term r, e, captures the linear dependence explained in
the previous paragraph. However, in (SpecBellmanLLPD), we need not stick to this
linear dependence. For example, after computing the e;, the expected number of
visits to state s, we can compute an arbitrary function of s, a, and e; to substitute for
the expression 7, 4e;. In this way, we are able to capture nonlinear dependencies be-
tween the number of times a state is visited and the reward. For example, we can now
express (negative) rewards such as losing as many dollars as the square root of the
expected number of times we visit a state. A similar argument applies to the costs in
(14). Though we can capture some nonlinear dependencies, in (SpecBellmanLPD)
there is still a linear relationship between the rewards and the probability we select
an action in a state, ys 4.

5.2 Greedy Algorithm Through Lagrangian Relaxation

A second advantage of (SpecBellmanL.PD) is that we do not need to solve it as
a linear program, but can instead solve it with a fast greedy algorithm. Imagine
solving (SpecBellmanLPD), i.e., without the inclusion of a budget constraint such
as the one in (14). For each state s, we can simply select the action a € A; with the
greatest reward, i.e., set y;, = 1 and y, ,» = 0 for all other a’ € A;.

When we add a budget constraint such as (14) to (SpecBellmanLPD), the prob-
lem does not immediately decompose as nicely. Of course, we can choose to solve
the budget-constrained problem as a linear program, but there can be computa-
tional advantages in large-scale instances to decomposing the problem by coupling
a Lagrangian relaxation with a line-search as follows. A Lagrangian relaxation of
(SpecBellmanL.PD) under budget constraint (14) is:

max Z Z (r“'vaex - A'CA',ues)ys,a

Y s€.S acAy

s.t. Z)’S-ﬂ:]? se.¥
acAg
YVs,a >0, s € .Y ac€ A,

(RelaxSpecBellmanLPD)
where A is the Lagrange multiplier for the budget constraint.

To solve the budget-constrained version of model (SpecBellmanLPD) via model
(RelaxSpecBellmanLLPD), we must search for the appropriate value of A. In the
usual setting, a value of A that is too small leads to a solution that exceeds the bud-
get, and if A is too large we under-utilize the budget. A simple bisection search
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allows us to find the “right” value of A. Of course, the advantage of this approach
over directly solving the budget-constrained (SpecBellmanLLPD) is that, like model
(SpecBellmanLPD), model (RelaxSpecBellmanL.PD) separates by state for each
value of 4, i.e., it can be solved by the greedy algorithm described above. For more
on constrained MDPs, see the discussion in the survey of Kallenberg (1994), and for
more on the use of Lagrangian relaxation to deal with an MDP with a single budget
constraint, like we consider here, see, e.g., Beutler and Ross (1985).

5.3 An Application

As an example, we apply our special-case model to finding optimal malaria inter-
vention strategies in Nigeria. We divide Nigeria using a one arc-minute grid, creat-
ing 269,228 spatial cells, which form the states of the MDP. The “individual” that
moves among these states is malaria, or vectors (mosquitoes) carrying the disease.
We consider minimizing three objective functions: the deaths caused by malaria, the
economic impact of malaria, and a mixture of these two objectives. A more detailed
description of this application, albeit without the “design decisions” z (see below),
is contained in Dimitrov et al (2008).

In each cell, we have 18 available strategies. Each strategy has an associated cost,
and an associated effectiveness in reducing the negative reward in the objective func-
tion. Table 1 provides a summary of the purchasing costs and effects of some basic
intervention strategies considered in the model. Data on the cost and effectiveness
of each strategy were gathered from the malaria literature. Since it is reasonable to
assume that the listed strategies do not affect the transition probabilities of the dis-
ease vectors across the landscape, we are in the special MDP case described earlier
in this section.

In solving the malaria application, we optimally select a set of distribution centers
in Nigeria using the ideas in Section 4. In addition to purchasing costs, the costs of
the intervention strategies used in the MDP take into account a model of distribution
costs. The distribution costs of intervention strategies to a cell, depend linearly on
the distance of that cell to the nearest distribution center. The optimization model is
allowed to select three of Nigeria’s five most populated cities as distribution centers.

Following the description of the special MDP case in this section, to construct
the malaria model we need an initial distribution of the disease vectors, w = (wy),
and the transition probabilities for the malaria vector, p(s | s'). Then, we can solve
the linear system that specifies the vector e, and hence construct the reformulated
model (SpecBellmanL.PD), with a budget constraint.

All of the calculations described in the previous paragraph are solely used to cal-
culate the rewards of the reformulated program. In our malaria model, the rewards
of the reformulated program depend only on the number of individuals infected by
malaria.

One way to calculate the rewards in the reformulated program is to first estimate
the initial distribution of disease vectors w by using a regression from a number
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Strategy Purchase Cost (US $/person) Benefit

ACT 0.67 Reduce Number Infected by 50%

IPT 0.18 Reduce Pregnant Mortality Rate by 65%
IRS 1.08 Reduce Number Infected by 75%

LLIN 1.17 Reduce Number Infected by 63%

RDT 0.70 Decrease Intervention Costs by 25%

Table 1: Purchase costs and benefits of intervention strategies can be gathered from the malaria
literature (Guyatt et al, 2002; Kayentao et al, 2004; Kiszewski et al, 2007; van Eijk et al, 2004).
ACT stands for artemisinin-based combination therapy. IPT stands for intermittent preventative
treatment. IRS stands for indoor residual spraying. LLIN stands for long lasting insecticide-treated
nets. RDT stands for rapid diagnostic tests. These are the basic strategies included in the model.
The model includes 18 strategies total. Some strategies not listed in the table are ACT targeted to
children under 5 years old and combinations of strategies such as IPT and LLIN at the same time.

of ecological and environmental factors. Then, we could use suitability data for
disease vectors to obtain transition probabilities (Moffett et al, 2007). Finally, we
could empirical data to estimate the number of infected individuals in a cell, given
the number of disease vectors and the population of the cell.

However, a more direct way of achieving the same goals is to estimate the ento-
mological inoculation rate (EIR), defined as the average number of infectious bites
per person per year using a linear regression from the ecological and environmen-
tal factors, factors such as “Mean Diurnal Temperature Range” and “Precipitation
During Driest Quarter.” We can then use the EIR values to determine the percent-
age of infected individuals within each cell. The relationship between EIR and the
percentage of infected individuals is nonlinear (Beier et al, 1999). Once we have
the percentage of infected individuals and the population of each cell, we go on to
calculate the number of deaths and the lost productivity in each cell. We use this
second, more direct approach in our calculations.

The results of the multivariate linear regression used to determine the distribu-
tion of EIR values across Nigeria are provided in Figure 7. EIR values were found
to be highest in the coastal areas, while low values were observed in the northeast.
This variation appears to result from both the small mean diurnal temperature range
in the coastal regions and from the large amount of rainfall that these regions en-
counter throughout the year. Malaria vector abundance is greatest in areas that have
consistently high temperatures and consistent precipitation. The EIR values are thus
compatible with our understanding of the ecological factors that are important to
malaria transmission.

So, design variables z (see Section 4) select the location of distribution centers,
and once those locations are selected we solve a budget-constrained version of the
special-case model (SpecBellmanL.PD). And, in the results we now report, we do
so for a range of budget values b in constraint (14). In general, for different val-
ues of b, we expect that different subsets of the distribution centers could be se-
lected. However, in our computational instances this did not turn out to be the case.
That is, over a range of different budgets and objective functions, the optimal dis-
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Fig. 7: Results of the multivariate linear regression. Figure 7a depicts the variation in EIR values
across Nigeria, as measured in terms of the number of infective bites per person per year. The
regression indicated that the EIR values were largely a function of temperature and precipitation.
To help indicate this dependence, Figure 7b depicts the mean diurnal temperature range across
Nigeria, while Figure 7c depicts the total precipitation of the driest quarter of the year, as measured
in mm of rainfall.

(a) Possible Distribution Center Locations (b) Optimal Distribution Center Locations

Fig. 8: Results of optimal distribution center selection. Figure 8a displays the locations of Nige-
ria’s five most populated cities: Lagos, Kano, Ibadan, Kaduna, and Port Harcourt. The optimization
is allowed to select three of these to be distribution centers. The distribution costs of intervention
strategies depend linearly with the distance to the nearest distribution center. Figure 8b displays the
locations selected by the optimization. Even though the optimization is run separately for different
budgets and objective functions, Lagos, Ibadan, and Port Harcourt are consistently selected as dis-
tribution centers. Retrospectively, this selection is intuitive as the distribution centers are targeted
towards the coastal areas, where malaria is most prevalent. (see Figure 7)
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tribution center locations did not change, and were consistently the three locations
in the coastal areas. Figure 8 graphically displays the possible distribution center
locations—Lagos, Kano, Ibadan, Kaduna, and Port Harcourt—as well as the op-
timal locations—Lagos, Ibadan, and Port Harcourt. Retrospectively, the clustering
of distribution centers around the coastal areas is intuitive as those areas have the
greatest malaria prevalence, as pictured in Figure 7a.

The optimal intervention strategies for three different objectives are provided in
Figure 9. The map in Figure 9a depicts the optimal strategy for limiting malaria
mortality at a selected budget. The different colors in the map represent different
actions, with the occurrence of a particular color in a particular area representing the
performance of the associated action in that area as part of the overall intervention
strategy. The map thus indicates that at a budget of 87.64 million dollars per year,
the optimal intervention strategy involves the distribution of IPT to pregnant women
and ACT to children under the age of five across most of the country. In highly
populated areas, these actions are supplemented with IRS and LLIN. The graph
in Figure 9a depicts the effects on mortality of adopting the optimal intervention
strategies associated with a range of budgets. The x-axis indicates the budget, in
millions of dollars per year, while the y-axis indicates the number of deaths from
malaria, in hundreds of thousands per year. The red dot indicates the budget and
corresponding number of deaths for the map shown in Figure 9a.

Malaria mortality is assumed to be limited to pregnant women and young chil-
dren. That is why, in increasing the budget, the first strategy to be implemented is
IPT, followed by the distribution of ACT to children under the age of five. Provid-
ing both IPT to pregnant women and ACT to children under five years old, in all
relevant areas of Nigeria, costs roughly 17 million dollars per year and prevents
290,000 deaths per year, at a cost of 60 dollars per life saved. The abrupt change
of slope in the graph in Figure 9a is located at this budget amount. As the budget
is increased beyond 17 million dollars per year, more expensive strategies such as
LLIN and IRS become optimal. These strategies are first implemented in the major
population centers, as can be seen in Figure 9a.

Figure 9b shows the results when the goal is instead to reduce the economic
impact of malaria. The format of the figure is identical to that of Figure 9a, however
the effects of adopting the different intervention strategies are presented in terms of
lost economic productivity, rather than malaria mortality.

At small budget amounts, the economic consequences of malaria infection are
reduced through the distribution of LLINs to highly populated areas. As the bud-
get is increased, these areas are supplemented with IRS. As the budget is further
increased, IRS is distributed throughout the majority of the country. Covering the
majority of the country with IRS costs approximately 131 million dollars per year
and prevents 422 million dollars in economic damages. The abrupt change in slope
in Figure 9b is located at this budget amount. As the budget is further increased,
ACT is distributed to all individuals in areas with high population densities, and
elsewhere to children under the age of five. The change in slope seen in Figure
9b reflects the lower efficiency of this strategy, as compared to that of distributing
LLINs and IRS.
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Fig. 9: Optimal intervention strategies. Figure 9a depicts both the optimal strategy for limiting
malaria mortality at a selected budget, and the effects of adopting the optimal strategy for each of
a range of budgets. Figure 9b depicts the same information, but for the minimization of economic
loss due to malaria. Figure 9c depicts the results when limiting a mixture of economic loss and
mortality. With each of the objectives, at small budgets, strategies were initially targeted to areas
of high population density. This reflects the high cost effectiveness of implementing strategies in
urban areas. An interesting result of the analysis is the kinks visible in graphs of Figures 9a and
9b. These kinks represent a decrease in the cost effectiveness of the remaining available strategies
as the budget is increased.
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Figure 9c depicts an optimal strategy for a selected budget when considering
both economic damage and mortality. Any aggregation of these two measures re-
quires the implicit assignment of a dollar value to human life, which will always
be controversial. So as not to endorse any particular such value, Figure 9¢ simply
represents the effects of assigning an arbitrary economic cost to mortality. For this
reason, the graph in Figure 9c is presented in terms of a unitless quantity referred to
as “Reward.” This graph indicates that as the budget increases, the optimal strategies
exhibit the combined characteristics of the optimal strategies for limiting economic
loss and mortality individually. At the lowest budget, the majority of the country is
provided with IPT. As the budget increases, ACT is provided to children under the
age of five. However, before the entire country has been provided with with IPT and
ACT, LLINs are distributed to the major population centers, with IRS provided to
the outlying areas. As the budget is further increased, IRS and ACT are provided
across the country. The model is able to produce results for the assignment of any
value to the loss of human life.

For these calculations, we used the special case algorithm described in Section
5.2. Specifically, when solving the MDP for a particular design, i.e. selection of
distribution centers, and a particular budget, we performed a search for the correct
value of the Lagrange multiplier. To compute an optimal design for each budget
requires approximately 1.5 minutes on a modern laptop, while each iteration of the
underlying greedy algorithm requires 0.3 seconds.
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